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CROUT VERSIONS OF ILU FACTORIZATION WITH PIVOTING FOR SPARSE
SYMMETRIC MATRICES

NA LI AND YOUSEFSAAD

Abstract. The Croutvariantof ILU preconditionefILUC) developedrecentlyhasbeenshavn to be generally
adwantageousver ILU with Threshold(ILUT), a corventionalrow-basedLU preconditionerThis paperexplores
pivoting stratgiesfor sparsesymmetricmatricesto improve the robustnesof ILUC. We integratetwo symmetry-
preservingoivoting stratgjies,thediagonalpivoting andthe Bunch-Kaufmamivoting, into ILUC withoutsigni cant
overheads. The performance®f the pivoting methodsare comparedwith ILUC and ILUTP ([20]) on a set of
problemsjncludingafew arisingfrom saddle-poin{KKT) problems.

Key words. incompleteLU factorization,ILU, ILUC, sparseGaussiarelimination, crout factorization,pre-
conditioning,diagonalpivoting, Bunch-Kaufmarmpivoting, ILU with threshold jteratve methodssparsesymmetric
matrices
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1. Intr oduction. IncompleteLU (ILU) factorizationbasedpreconditionersombined
with Krylov subspaceprojectionprocessesire often consideredhe best“generalpurpose”
iterative solversavailable.SuchlLU factorizationsxormally performa Gaussiarelimination
algorithmwhile droppingsome ll-ins. However, somevariantsof the Gaussiarelimination
algorithmmay be moresuitablethanothersfor solvinga givenproblem.For example, when
dealingwith sparsematricesthetraditionalKIJ version[12, p 99] is impracticalsinceall re-
mainingrowsaremodi ed ateachstep . In thiscaseanothewariantof Gaussiarelimination
namelythelKJ version,whichimplementsa delayed-updateersionfor the matrix elements,
is preferred AlthoughthelKJ versionof Gaussiareliminationis widely usedfor implement-
ing ILU factorizationgsee,e.g.,ILUT in SFARSKIT [20]), it hasaninherentdisadwantage:
its requiremento accesgo the entriesof a row of a matrix in a topologicalorder during
thefactorization.Dueto the ll-ins introducedduringthefactorizationof a sparsematrix, a
searchis neededat eachstepin orderto locatea pivot with the smallestindex [21]. These
searche®ften resultin high computationakosts,especiallywhenthe numberof nonzero
entriesin  and/orthe factorsis large. A strat@y to reducethe costof thesesearchess to
constructa binarytreefor the currentrow andutilize binary searche$22]. Recentlyamore
ef cient alternatve, termedILUC andbasedon the Croutversionof Gaussiarelimination,

hasbeendeveloped 17].

In the Croutversionof Gaussiarelimination,the -th columnof ( ) andthe -
th row of ( ) arecalculatedat the -th step. Unlike the IKJ version,all elements
thatwill be usedto update and atthe -th stepin the Croutversionhave al-

readybeencalculatedj.e., the ll-ins will notinterferewith therow updatesatthe -th step.
Thereforesearchindor the next pivotin the Croutversionis avoided. A special(“bi-index”)
datastructurewasdevelopedfor ILUC to addresgwo implementatiordif culties in sparse
matrix operationgseeSection3 for details),following earlierwork by Eisenstaetal. [11]
in the context of the Yale SparseMatrix Package(YSMP), and Jonesand Plassmantij16].
Besidesef ciency, anotheradwvantageof ILUC is that it also enablessomemore rigorous
droppingstratgyies(e.g.[3, 2]) whichresultin improvedrobustnessHowever, therearestill
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mary situationswheresparsdinear systemsaredif cult to solve by iterative methodswith

the ILUC preconditioninggespeciallywhenthe coefcient matricesarevery ill-conditioned
and/orhighly inde nite. In suchsituations,pivoting techniquesan be usedto furtherim-

prove robustness.Neverthelessa pivoting methodthatis both ef cient and effective must
be carefully designedto t within the datastructureusedby the incompletefactorization
algorithm,which maynot beatrivial task.

In this paper symmetry-preservingivoting stratgjiesthataresuitablefor the datastruc-
ture usedin ILUC are explored and implementedfor symmetricmatrices. We begin our
discussiorwith areview of relatedpivotingtechniquesn Section2. We thendiscussn detail
ILUC with pivoting methodsn Section3. Finally, we comparethe performancesf the piv-
oting methodswith ILUC andILUTP ([20]) on somegeneralsymmetricmatricesin Section
4 andsomeKKT matricesn Section5.

2. Related Pivoting Techniques. For mary linear systemghat arisefrom real appli-
cations,the ILU factorizationmay encountereithera zeroor a small pivot. In casea zero
pivot occursonestratey to avoid abreak-devn of thefactorizationprocesss to replacethe
zeropivot with avery smallelementwhich leadsto the secondcase.However, this remedy
works only in very limited cases.Indeed,small pivots can causean exponentialgrowth of
the entriesin the factorsandthe resultinglLU processaneventualybreakdown dueto an
over ow or under ow condition. Evenwhenthis doesnot happen the producedL andU
factorsaregenerallyof poorquality andwill notleadto corvergencen theiterationphase.

A commonsolutionto ensurea moderategrowth in the factorsis to usepivoting tech-
nigues.However, pivotingtechniquesareoftenin con ict with theunderlyingdatastructures
of thefactorizationsFor example,for a symmetricmatrix, a columnpartial pivoting method
suchasthe ILUTP algorithmof SFARSKIT [20], will destray symmetry Pivoting methods
that presere symmetryaredesirable.The eliminationin ILUC is symmetric,i.e., atstep ,
the throwof andthe thcolumnof arecomputedMoreover,thebi-index datastructure
usedto implementiLUC is alsosymmetric.Thus,thesymmetriceliminationprocessandthe
symmetricdatastructureareidealto incorporatesymmetry-preservingivoting methodsnto
ILUC.

In this paper we explore symmetry-preservingivoting methodshat canbe integrated
into the existing ILUC processwithout signi cant overheads.Our goal is to improve the
robustnesof ILUC for symmetricsystemswhile preservingsymmetry For this reasonwe
usea revised versionof ILUC (termedILDUC) to computethe factorization
insteadof . InILDUC, and are unit lower triangularmatrices,and is
diagonal.

One simple pivoting methodthat preseres symmetryis to selectthe largestdiagonal
entry asthe next pivot andinterchangehe correspondingow and columnsimultaneously
This method,referredto as diagonalpivoting in therestof the paper works well for
mary symmetricmatricesaccordingto our tests.However, it fails for amatrix assimpleas

In 1971,BunchandParlett proposed pivoting methodbasedon Kahans generalizegivot
toinclude principal submatrice$4]. They alsoprovedthatthe boundof this method,
in termsof the growth of elementdn the reducedmatrices,is almostasgoodasthatof the
Gaussiareliminationwith completepivoting. However, this methodrequiressearchinghe
entire reducedmatrix at eachstepduring the factorization,which makesit impracticalfor
large sparsematrices. In 1977, Bunch and Kaufman proposeda patrtial pivoting method,
now known asthe Bunch-Kaufmarpivoting method,wherea or pivot canbe
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determinedy searchingat mosttwo columnsof thereducedmatrix ateachstep[6]. In 1998,
Ashcraftet al. proposedwo alternatvesof the Bunch-Kaufmaralgorithm,providing better
accurag by boundingthe triangularfactors[1]. In 2000, Higham proved the stability of

the Bunch-Kaufmamivoting method[ 15]. Becausef the ef ciency andeffectivenesof the
Bunch-Kaufmarpivotingmethod,t hasbeenusedn LINPACK andLAPACK to solvedense
symmetricinde nite linearsystems.n contrasto thesemethodswhich dynamicallyselect
pivots, strat@ies suchas weightedmatchinghave beenintroducedto approximatea static
pivoting orderin direct solvers[9, 10], and have beenrecentlyalso explored for iterative

methodq13].

In this paper we shav thatthe Bunch-Kaufmarpivoting methodcanbe integratedinto
ILDUC to solvesparsesymmetridnde nite linearsystemsFor thesale of completenessye
provide somedetailsof the Bunch-Kaufmarpivoting algorithm. Let denotethe matrix
atstep . To decidethenext pivot,

1. Determine

which is the largestoff-diagonalelementin absolutevaluein the -th column. If
, thengoto step . Otherwiselet ( ) be the smallestintegersuch

that

2. If where ~,thenuse asa pivot. Otherwise,
3. Determine

4. If , thenuse asa pivot.
5. Elseif , theninterchangehe -th andthe -th rows andcolumnsof

, use asa pivot.
6. Else interchangethe -th and the -th rows and columnsof so that

, use asa pivot.

In the next sectionwe presenthe methodghatintegratethe diagonalpivotingand
theBunch-Kaufmamivoting algorithmsinto theexisting ILDUC processwvithoutsigni cant
overhead.

3. ILDUC with Pivoting for SparseSymmetric Matrices. Algorithm 3.1 shavs the
ILDUC procesgo calculatethefactorization , modi ed from thelLUC algorithm
proposedn [17].

ALGORITHM 3.1. ILDUC - Croutversionof Incompletel DU factorization

1.

2. For Do:

3. Initialize row :

4. For Do:
5.

6. EndDo

7. Initialize column :

8. For Do:
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9.
10. EndDo
11. Apply adroppingrule to row
12. Apply adroppingrule to column
13.
14.
15. For Do:
16.
17. EndDo
18. EndDo

Onepropertyof the Croutversionof LU is thatonly previously calculatecelementsare
usedto updatethe -th columnof andthe -throwof atstep . Forsparsematricesthis
meansnew llI-ins will notinterferewith the updatesof the -th columnof andthe -th
row of . Thereforetheupdatedo the -throw of (resp.the -th columnof ) canbe
madein ary order, i.e.,thevariable canbechosenn ary orderin Line 4 (resp.,in Line 8).
Thisavoidstheexpensve searchei thestandardLUT. However, aspointedoutin [ 17], two
implementatiordif culties regardingsparsematrix operationhave to beaddressedlhe rst
dif culty liesin Lines5and9 in Algorithm 3.1. At step , only thesection of the
-throw of isneededo calculatehe -throw of . Similarly, only thesection
of the -th columnof is neededo calculatethe -th columnof . Accessingentirerows
of orcolumnsof andthenextractingthedesiredpartis anexpensve option. Thesecond
dif culty liesin lines4 and8in Algorithm 3.1 is storedcolumn-wise put the nonzerosn
the -throw of mustbeaccessedSimilarly, is storedrow-wise,butthenonzerosn the

-th columnof  mustbeaccessed.

A carefullydesignedi-index datastructurevasusedin [17] to addresshesedif culties,

inspiredfrom earlywork by Eisenstattal. [11] andJonesandPlassmaniil6]. Thebi-index

datastructureconsistsof four arraysof size : , , , and . At step
, , , pointsto the rst entrywith the row index greaterthan in
the -th columnof . In this way, the section canbe efciently accessedwhich

addressethe rst dif culty . It is worth pointingoutthattheelementsn acolumnof needs
to be sortedby their indicesto achieve this. However, in contrastwith the searchesieeded
in the standardLUT, this sortingis muchmoreef cient for two reasons.First, the sortis
performedonly after a large numberof elementdn a columnaredropped,unlike in ILUT,
wheresearchings performedon all of the elements.Seconda fastsortingalgorithmsuch
asQuick Sortcanbe easilyapplied,unlikein ILUT wheresomeoverheadn performingthe
search(e.g., when building the binary searchtrees). To addresghe seconddif culty, the
array is usedto maintainlinkedlists of elementsn the -throw of , where . The
linkedlists areupdatedn suchaway thatthelinkedlist of theelementsn the -th row of
is guaranteedo bereadyatstep . Thislinkedlist will beusedto updatethe -th row of
and areformedin asimilarly way:.

In the following, we discusshow we integrate pivoting methodsto the bi-index data
structureusedin ILDUC for sparsesymmetricmatrices. Onecritical issueis thatthe new
methodawith pivoting shouldhave a similar costandcomplexity asthatof ILDUC.

3.1. The Diagonal Pivoting. Forthe diagonalpivoting, we needto locatethe
largestdiagonalelementn absolutevalueateachstep.For sparsenatricesa straightforvard
linearsearchwouldleadto a computationatostof , whichis notacceptabl@specially

when is large. Alternatively, we build a binary heapfor the diagonalelementsn orderto
locatethelargestdiagonalentryef ciently . Thebinaryheapis formedandmaintainedsothat
eachnodeis greaterthanor equalto its childrenin absolutevalue. Therefore the root node
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is alwaysthe largestdiagonalentry in absolutevalue. Algorithm 3.2 summarizedLDUC

with diagonalpivoting (termedILDUC-DP). Note thatfor a symmetricmatrix the
factorizations ,soonly needdo becalculatedn thealgorithm.
ALGORITHM 3.2. ILDUC-DP - Incomplete with diagonalpivoting

1.

2. Initialize a binary heapfor

3. For Do:

4. Locatethelargestdiagonal in absolutevaluefrom the root nodeof the heap

5. Interchangeolumn andcolumn  if

6. Remae theroot nodefrom the heapandreorderthe heap

7. Initialize column :

8. For Do:

9.

10. EndDo

11. Apply adroppingrule to column

12.

13. For Do:

14.

15. Reorderthe heapfor

16. EndDo

17. EndDo

In the above algorithm, the cost of initializing the binary heapis (a bottom-up

approach).Thetotal costof removing the root nodeandreorderingthe heapis .
Thetotal costof maintainingheheaps atmost (where isthedropping

parametede ning the maximumnumberof ll-ins allowedin eachcolumn)sincewheneer
a diagonalelementis modi ed (line 15) the heaphasto be reordered.Therefore the total
costis boundedyy

3.2. The Bunch-Kaufman DiagonalPivoting. IntheBunch-Kaufmarpivotingmethod,
to determinghenext pivot ateachsteponly requiressearchindor at mosttwo columnsin the
reducedmatrix. Thisis feasiblefor a sparsesymmetricmatrix asthe numberof nonzeroen-
triesin eachcolumnis very small. Algorithm 3.3describesLDUC with the Bunch-Kaufman
pivoting (termedILDUC-BKP). SincelLDUC usesadelayed-updatstratayy, noticethatthe
two columnsmustbe updatecbeforeproceedingvith the searchn thealgorithm.

ALGORITHM 3.3. ILDUC-BKP - Incomplete with the Bunch-Kaufmarpivoting

method

1. For Do:

2 Loadandupdate . Let and

3 If Then

4. Let

5. Else

6 Loadandupdate . Let

7 If Then

8

9 Elself Then

10. ; interchangehe -th andthe -th rowsandcolumns.

11. Else

12. , interchangehe -th andthe -th rowsandcolumns.

13. EndIf

14. EndIf



ETNA

Kent State University
etna@mcs.kent.edu

80 N. LI AND Y. SAAD

15. PerformILDUC eliminationprocessisingthe pivot
16. EndDo

3.3. Implementation. Similarlyto ILUTP in SFARSKIT [2(], ILDUC-DP andILDUC-
BKP useapermutatiorarrayalongwith areversepermutatiorarrayto hold thenew ordering
of the variables. This stratgly ensureghat during the eliminationthe matrix elementsare
keptin their original labeling.

For ILDUC with pivoting, new stratgjiesareneededo addresghe two implementation
dif culties mentionedearlierin this sectiondueto pivoting. First, we needto ef ciently
access for ary to calculatethe -th columnof . In theimplementatiorof
ILUC, recallthatan -sizearray is maintainedso that always pointsto
the rst elementwith a row index greaterthan in column . This alsorequiresthat the
elementdn a columnof be storedin the orderof increasingrow indices. However, with
pivoting enabledat thetime whenthe -th columnis calculatedthe orderof the elementds
unknown asthey may berepositionedaterdueto pivoting. Thus,this methodwill notwork
with pivoting. Our new strateyy to handlethis issueis asfollows. Obsenre thatthe positions
of elementsn section , , will notbechangedfterstep . Weuse
to recordthe numberof nonzeroelementsn section . Sincethenonzercelementsn

arestoredcompactlyin alinearbuffer, we alwaysstorethenonzeroelementsn section

in the rst positionsin the buffer. In this way, the nonzeroelementsn

are continuouslystored(althoughthey may be in ary order) startingfrom position

in the linear buffer, which canbe ef ciently accessedAfter is used

to calculatethe -th columnof , we needto ensurethe above propertyfor the next step.
Speci cally, we needto scanthe linearbuffer startingfrom position to access
the nonzeroelementsn f is zero,we do nothing. Otherwise,it canbelocated
during the scan. We thenswap with the elementsstoredat position andlet

. Thus,at step , the nonzeroelementsn section
areguaranteedb be storedcontinuouslystartingat position aswell.

Secondwe needto accessomerowsof  butit is storedcolumn-wise.n ILUC, recall
thata -sizearray is carefully designedand maintainedsuchthat all elementsn the

-throw of areguaranteedo form alinkedlist whenneededatthe -th step.Thislinked
listis embeddedh . However, whenpivotingis allowed,theavailability of only the -th
row of is notenough.For ary , the -throw maybeinterchangedvith the -th row
atstep dueto pivoting. Thereforewe needto maintainalinkedlist for eachrow of ~ with
arow index greaterthanor equalto

We canalsousestratgiessuchaspreorderingandequilibrationto furtherimprove the
stability of our methods We applythe ReverseCuthill-McKee(RCM) algorithmto preorder
the matriceg 7] in ourimplementation.A matrix is equilibratedif all its rows andcolumns
have the samelengthin somenorm. We usethe methodproposedy Bunchin [5] to equili-
bratea symmetricmatrix sothatits rows/columnsarenormalizedunderthe max-norm.It is
worth pointing out thatfor sparsesymmetricmatricesthe two dif culties in ILDUC exist in
the equilibrationmethodaswell. We addresgshemby usingthe samebi-index datastructure
in ourimplementation.

4. Experiments. In thissectionwe compareheperformancesf ILDUC, ILDUC with
pivoting (ILDUC-DP), andILDUC with the Bunch-Kaufmarpivoting (ILDUC-BKP).
Thecomputationatodesverewrittenin C, andtheexperimentsvereconductednal.7GHz
Pentium4 PCwith 1GBof mainmemory All codesverecompiledwith the-O3 optimization
option.
We testedILDUC, ILDUC-DP, andILDUC-BKP on 11 symmetricinde nite matrices
selectedrom the Davis collection[8]. Somegenericinformationon thesematricesis given
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in Table4.1, where is the matrix sizeand is the total numberof nonzerosn a full
matrix. In thetests,arti cial right-handsidesweregeneratedandGMRES(60)wasusedto
solve the systemsausinga zeroinitial guess.The iterationswere stoppedwhenthe residual
norm was reducedby 8 ordersof magnitudeor whenthe maximumiterationcountof 300
wasreached.The dual criteriondroppingstrategy wasusedfor all preconditionersi.e., ary
elemenbf column whosemagnitudevaslessthanatolerance wasdropped;
andonly“L I" largestelementsverekept. TheparametefL I” wasselectechsamultiple of
theratio —, theaveragenumberof nonzercelementgpercolumnin theoriginal matrix. We
useda parameter to determinehedroppingtoleranceanda parameter to setthevalueof
“L ——. Neverthelessevenunderthesamecontrolparametershenumberof
[l-ins maybevery differentfrom methodto method.To bettercomparehe preconditioners,
we usedan indicator calleda II-f actor i.e., the value of , to
representhe sparsityof the ILU factors. A good methodshouldyield corvergencefor a
small II-f actor

TABLE4.1
Symmetridnde nite Matricesfromthe Davis Collection

Matrix Source

aug3dcgp|| 35543| 128115| 3D PDE

bloweya 30004 | 150009| Cahn-Hilliardproblem

bratu3d 27792 | 173796| 3D Bratuproblem

dixmaanl || 60000| 299998| Dixon-Maary optimizationexample
mario001| 38434| 206156| Discretization

mario002 || 389874 | 2101242 | Discretization

olesnik0 88263 | 744216| StrazpodRalslemminemodel

sit100 10262 61046 | StrazpodRalslemminemodel
stokes64 12546 | 140034| Stokesequation

tumal 22967 87760 | Mine model

tuma2 12992 49365 | Mine model

Table 4.2 shaws the resultsof the threepreconditioneron the 11 matrices,wherethe
RCM orderingandequilibrationwereapplied. To ensurethe preconditionersverecompara-
ble,we x edthedroppingtoleranceto andarti cially selectedh ll-in parameter

for eachpreconditionesuchthattheresulting II-f actorsweresimilar for eachmatrix. For
referencesye alsotestedthe linear systemswith ILUTP undersimilar Il-in parameters.
SincelLUTP doesnottake advantageof symmetryandthe ILUTP codewe usedwaswritten
in FORTRAN, we only comparedhe corvergenceandignorethe executiontime for ILUTP.
In thetable,thevaluesin the* II” eld arethe II-f actors.Thesymbol“-" inthe“Il” eld
indicatesthatthe preconditionefailed dueto a zeropivot encounterediuringILU. “its” de-
notesthenumberof iterationsfor GMRES(60)to corvergence A symbol“-”" in the“its” eld
indicateshatconvergencevasnotobtainedn 300iterations.“sec’ denoteghetotaltimein
secondsisedfor eachmethod(Preconditioningime +GMRES(60)time).

Fromthetable,it is clearthatILUTP wasnotrobustandILDUC failedin mostcasesiue
to zeropivotsencounteredlLDUC with the Bunch-Kaufmaris betterthanILDUC with di-
agonalpivotingin general Next we offer a few additionalcommentsn theseperformances.

1. aug3dcqgp stoles64 For thesetwo matrices,with a similar amountof ll-ins al-
lowed (e.g. , , and for aug3dcqprespectiely), all three
ILDUC-basedmethodscorverged. The numberof iterationsrequiredfor corver
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TABLE4.2
Performance®n Symmetridnde nite Matrices:

Matrix ILDUC ILDUC-DP ILDUC-BKP ILUTP
Name Il its | sec. Il its sec. Il its Sec. I its
aug3dcgp| 1.51| 57| 2.10| 1.48| 51 3.41|150| 52 3.10| 2.22| -
bloweya - - -11.16| 20 0.95]| 1.00 4 0.15|1.13| 7
bratu3d - - - 1155/ 152 8.57| 157| 75 410] 1.62| 41
dixmaanl | 1.44| 20| 1.02| 1.59 - - | 1.43 7 0.47| 1.79
mario001 - - -1200| 82 6.27 | 2.02| 60 564|217 | -
mario002 - - - 1201|266 | 208.78| 2.02 | 205 | 157.84| 2.18| -
olesnik0 - - -1202|156| 30.65|2.02|165| 31.83|2.07| -
sit100 - - -1147| 71 0.72| 1.42| 70 0.71| 1.46| -
stokes64 | 2.08 | 144 | 1.52 | 2.08 | 124 2.22|2.08| 143 3.12| 217| -
tumal - - -1 1.79]| 230 998|182| 71 268|199 | -
tuma2 - - - | 1.45 - - | 1.42| 254 349 | 1.44| -

gencewassimilar for all methodg(ILDUC-DP requiredslightly fewer iterationsto
cornvergefor matrix stoles64. As expectedthe costof ILDUC with pivoting is of
the sameorderasthat of ILDUC. Evenwith larger ll-in factors,ILUTP did not
converge.

2. bloweya, bratu3d For thesetwo matrices,|ILDUC-DP, ILDUC-BKP and ILUTP
cornverged,but ILDUC faileddueto zeropivotsencounteredNeverthelessiILDUC-
BKP andILUTP hadbetterperformanceshanILDUC-DP.

3. mario001,mario002,tumal Forthesematrices]LDUC-DP andILDUC-BKP both
corverged,but ILDUC andILUTP failed. ILDUC-BKP had betterperformances
than ILDUC-DP. With a similar or even lessamountof Il-ins, ILDUC-BKP re-
quiredmuchfewer iterationsto cornverge. For example,for matrix tumal, ILDUC-
DPrequired230iterationsto corvergewith a II-f actorof , while ILDUC-BKP
only required71 iterationswith a II-f actor of . Table4.3 comparedLDUC-
DP andILDUC-BKP with various ll-in factorson matrix tumal Fromthetable,
we seethat ILDUC-BKP is moreef cient thanILDUC-DP. Figure4.1 (a) and(b)
comparehe preconditioningcostandthetotal costof thetwo methodgespectiely.

11
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TABLE 4.3
Matrix tumal
Preconditioner GMRES(60) || Total
Method Il sec. its sec. sec.

ILDUC-DP 1.79| 0.27 || 230 | 10.18 || 10.45
ILDUC-BKP | 1.82 | 0.14 || 71| 2.84| 298
ILDUC-DP | 2.10| 0.31| 118 | 5.37| 5.68
ILDUC-BKP | 2.11| 0.16| 56| 2.38| 2.54
ILDUC-DP | 2.39|0.36| 69| 298| 3.34
ILDUC-BKP | 240 | 0.20| 41| 144| 1.64
ILDUC-DP | 2.67| 040 52| 226| 2.66
ILDUC-BKP | 2.68| 0.23| 36| 1.19| 1.42
ILDUC-DP | 296| 0.45| 45| 180| 2.25
ILDUC-BKP | 294 | 0.26| 31| 0.97| 1.23

4. olesnik0,sit10Q ILDUC andILUTP failed on thesetwo matrices but ILDUC-DP
andILDUC-BKP cornvergedandhadsimilar performances.

5. dixmaanl ILDUC-DP andILUTP failedonthis matrix. ILDUC-BKP hadaslightly
betterperformancehanILDUC.

6. tuma2 ILDUC-BKP wastheonly preconditioningnethodthatcorvergedfor matrix
tuma2

5. Experiments with KKT Matrices. In this section,we testthe preconditioner®n
14 KKT matrices(in referenceo the Karush-Kuhn-Tucker rst-order necessarpptimality
conditionsfor the solution of generalnonlinearprogrammingproblems[14]) asshavn in
Table5.1. KKT matriceshave theform:

and are often generatedrom equality and inequality constrainedhonlinearprogramming,
sparseoptimal control, and mixed nite-elementdiscretizationof partial differentialequa-
tions[14]. The 14 KKT matriceswere provided by Little [18 andHaws [14]. Matrices
P2088and P14480were permutedfrom their original form [19] in orderto obtaina more
narrov bandwidthfor the  part. The experimentsvere conductecbn a 866MHz Pentium
Il PCwith 1GB of mainmemory

Table 5.2 summarieghe resultsof ILDUC, ILDUC-DP, ILDUC-BKP, and ILUTP on
thesematrices.Equilibrationwasapplied. Fromthe table,we make the following obsera-
tions. First, ILDUC-BKP hasthe bestoverall performancen thesematrices.ILUTP solved
6 problems,ILDUC solved 7 problems,|ILDUC-DP solved 8 problems,and ILDUC-BKP
solved12 problems.Secondasexpectedthecostof ILDUC-BKP is of thesameorderasthat
of ILDUC. This is evidencedin matricesCHOI-L, LCAV-S1, STIFF5,MASS04,MASS05
and MASSO06, wherethe numberof iterationsfor the two methodswereidentical or very
close. Third, ILDUC-DP is the bestmethodfor matricesP2088andP14880.Especiallyfor
P14880,LDUC-DP is the only preconditionetthat corverged. However, for matricessuch
asCHOI-L, LCAV-S1, STIFF4andMASSO05,ILDUC-DP did not corverge or requiredsig-
ni cantly moreiterationsto converge. Finally, althoughlLUTP hadthe worst performance
on thesematricesandit did not take advantageof symmetry it wasthe only methodthat
cornvergedfor matrix TRAJ33.
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TABLES.1
KKT Matrices
Matrix Source
P2088 2088 | 15480| Magnetostatiproblem(2D coarsediscretization)
P14880 14880 | 113880| Magnetostatiproblem(2D ne discretization)
CHOI 9225 | 168094 | Particlesin uid simulator(5 descendingparticles)

CHOI-L 22128 | 417156 Particlesin uid simulator(5 descendingarticles)
LCAV-S1 || 14531 | 169972 | Full Navier-Stokesequationsn L shapectavity
OPT 9800 | 72660| Optimizationproblem

STIFF4 8496 | 41318/ Stiffnessproblem

STIFF5 33410 | 177256 Stiffnessproblem

MASS04 8496 | 56818 | Massproblem

MASSO05 || 33410| 241012 | Massproblem

MASSO06 || 33794 | 257220| Massproblem

TRAJ27 || 17148 | 235141 | Sparseoptimalcontrolproblem

TRAJ33 || 20006 | 496945 | Sparseoptimalcontrolproblem

LNTS09 || 17990| 95295 Sparseoptimalcontrolproblem

TABLES.2
Performance®n KKT Matrices:

Matrix ILDUC ILDUC-DP ILDUC-BKP ILUTP

Name Il its | sec. Il its Sec. Il its | sec. Il its
P2088 266 | - - 263| 33| 0.17| 2.66| 201 | 1.06| 2.66 | -
P14880 263| - - || 262| 97| 4.38| 2.63 - - 264 -
CHOI - 251| 41| 1.84| 2.40| 20| 1.12| 2.33| 20

CHOI-L 228 20| 216 250 40| 512| 2.28| 20| 2.88| 1.76 | 20
LCAV-S1 | 1.78| 23| 095 2.27| 41| 224 | 1.78| 23| 118 2.08| -
OPT 268 - - || 2.69 - - || 2.68 - -1 289 -
STIFF4 229|41| 067 228| 79| 132| 2.28| 58| 1.14| 2.32| 68
STIFF5 222| 75| 7.60| 2.16 - -1 222| 76| 8.10| 2.22| -
MASS04 | 2.20| 5| 0.12 219| 13| 0.26| 2.19 51015} 2.18| 10
MASSO05 || 2.33| 7| 0.74| 2.27| 180 | 20.79| 2.33 71091 241 -

MASSO06 || 2.29| 11 | 1.11 | 2.25 - -1 229 11]131| 241 | -
TRAJ27 || 0.89| - -1 1.29 - -1 090|120 7.10| 090 | -
TRAJ33 || 0.88| - - || 1.08 - - || 0.89 - - || 0.84| 96
LNTSO09 - - - - - -1 0.85| 15| 0.48] 0.97 | 55

6. Conclusion. We have exploredtwo symmetry-preservingivotingmethodsandshovn
how to integratetheminto a Croutversionof thelLU factorization.As expectedthisimple-
mentationresultsin betterquality symmetricincompletefactorizationfor symmetricmatri-
ces. The overheadassociatedvith this implementationis not signi cant. In addition, the
pivoting methodshave beendemonstratetb t the underlyingdatastructureusedin ILUC.
Ourexperimentshaw thatthe Bunch-Kaufmamivoting methodcanbeef ciently andeffec-
tively integratedwith a sparsesymmetriciterative solver.
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